Why Networks Matter for Al

Al networking | Scale-up vs scale-out, bytes per step for data, sharded, tensor, pipeline, context and expert parallelism, communication/compute overlap and exposed communication, with a 70B tensor-parallel ex-
ample worked by hand

#ScaleUp #ScaleOut

) =~ (

#Overlap #Parallelism #Bandwidth

€ Scale-up vs scale-out

) Scale-up (NVLink, UALink, TPU ICI)

Scale-out (InfiniBand, RoCE, Ultra Ethernet)
A distributed training job

( A newsroom

Writers on one floor editing the
same article line by line

®

Tensor parallelism: GPUs share
every layer, talk after every
matrix multiply

Identical offices in many cities

Specialist desks (sport, finance)
receiving the relevant paragraphs

®

Expert parallelism: tokens
dispatched to the GPU holding
their expert

Couriers who start driving while the

An assembly line: draft, edit,
layout in different buildings

®

Pipeline parallelism: activations
passed stage to stage

Ring all-reduce bytes 2(p —
1)/p x S

Learn: compute-infrastructure:
interconnects

Transformer hidden size h,
layers L

Learn: deep-learning: transformer
architecture

DP, FSDP/ZeRO, TP, PP, EP
definitions

Learn: deep-learning: training at
scale

MoE top-k routing
Learn: architectures: mixture of
experts

Training FLOPs =~ 6 X N X
tokens

Learn: compute-infrastructure:
memory and compute maths

Traffic per parallelism

CUDA streams

Learn: programming: GPU
programming basics

Reach: one node or rack, copper, < 2-3 m mostly
450-1,800 GB/s per GPU per direction (NVLink 4-6)
Load/store and DMA semantics: GPUs read peer
memory

8 to 72 GPUs today; up to hundreds or =~ 1,000
announced

Carries TP, EP, context parallelism

Reach: whole hall, optics, up to ~ 2 km
50-100 GB/s per GPU (one 400-800 Gb/s NIC)

Message semantics: RDMA send/write/read through
a NIC

Thousands to 100,000+ GPUs

Carries DP/FSDP, PP, cross-domain EP

merging their corrections at night night shift still writes Parallelism Collective Bytes sent per GPU Overlap? Fabric
@ @ Data (DDP) all-reduce gradients  2(p-1)/p X ¥ X b per step yes, during back- scale-out
Data parallelism: gradient Overlap: buckets of gradients sent ward
all-reduce once per step during the backward pass Sharded (FSDP, all-gather W fwd 3(p-1)/p X ¥ X b per step yes, prefetch next scale-out
ZeRO-3) and bwd, reduce- (1.5x DDP) layer
C TWHERE THE ANRLDGY BREARS T T T T T TS T TT T T o mm——m——m——————————- 3 scatter grads
2 Couriers never make a newsroom stop; in synchronous training every GPU waits at the end of the step for the | Tensor (Megatron) 2 all-reduces fwd + 4 X 2(t-1)/t X m-s-h-b per layer hard: on critical scale-up
slowest message. | 2 bwd per |ayer path
__________________________________________________ - Pipeline send/recv activa- m-s-h-b per micro-batch per partly (1F1B sched- scale-out OK
tions boundary, each way ules)
Context (ring at- pass K, V blocks ~ 2(c-1)/c X s-h_kv-b per layer, vyes, with attention  scale-up preferred
,,,,,,,,,,,,,,,,,, N tention) round the ring forward (c = CP group size) compute
Must know Helpful Advanced Expert (MoE) all-to-all dispatch + = 2 X k X tokens X h X b per  partly (two micro- scale-up preferred
combine MoE layer fwd (x2 bwd) batches)
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Quantity Formula Reads o o o o o e & & &
TO DO T1 DO T2 DO T3 DO T4 DO T5 DO T6 DO T7 DO
. p—1
Ring all-reduce bytes 2—— S ~ 2S for large p rode 1 L © &0 el a2 GE el as
per GPU p TOD1 T1iD1 T2D1 T3 D1 T4 D1 T5 D1 T6 D1 T7D1
> 216 g7 £18 g19 220 21 22 g23
N node
Tensor-parallel mes- Spp =mshb one activation tensor T0D2 T102 T202 302 T4 D2 502 6 02 702
sage s 824 825 826 827 228 229 830 g31
. E - ElOC . TO D3 T1D3 T2 D3 T3 D3 T4 D3 T5 D3 T6 D3 T7D3
MoE dispatch bytes ~kThb——— share of tokens leaving the GPU
E 32 33 834 235 236 837 838 g39
per GPU node 4
T0 DO T1 DO T2 DO T3 DO T4 DO T5 DO T6 DO T7 DO
where p = GPUs in the data-parallel group (count); ¢ = GPUs in the tensor-parallel group (count); S = 240 a1 a2 w3 s P pr w7
node 5
buffer size per GPU (bytes); ¥ = parameters held (or sharded) by the data-parallel group (count); b = Toot 1ol 201 T30l T4o1 To o1 Too1 ol
bytes per value (2 for bf16) (bytes); m = micro-batch size (sequences); s = sequence length (tokens); h = o “ o ! o o o =
TO D2 T1D2 T2 D2 T3 D2 T4 D2 T5 D2 T6 D2 T7 D2
hidden size (h_kv: key/value width) (values); k = experts chosen per token (top-k) (count); T' = tokens = = = = - = = =
& & & & -4 & 8 8
. . . . . de 7
on the GPU in this micro-batch (count); E, Ej,. = experts in all, experts on this GPU (count) o 003 103 203 303 403 7503 63 703
PP stage 0: layers 1-40 PP stage 1: layers 41-80

T = tensor-parallel rank, D = data-parallel replica; outlined: one TP group (same node, fastest links)

Model memory per GPU (bf16 weights + Adam), by ZeRO stage (GB, 10° bytes)

ZeRO-0 70.0 GB
» ZeRO-1 30.6 GB (this run)
ZeRO-2 24.1 GB
ZeRO-3 175 GB
weights gradients optimizer: fp32 master + m + v

Group size groups collective (per step)
™ 8 8 layer activations: 2 all-reduce per layer forward, 2 backward
PP 2 32 send / recv activations and their gradients between stages
DP 4 16 all-reduce gradients (optimizer states sharded)

64 GPUs = DP 4 x TP 8 x PP 2 - layers per stage: 80/2 — 40 - shard per GPU before ZeRO: N / (TP x PP) = 70B / 16 = 4.38B params - pipeline
bubble (IF1B / GPipe) = (pp — 1)/(m + pp — 1) =1/9 =111 %

GPUs = DP x TP x PP; per-GPU params before ZeRO = N / (TP x PP)
ZeRO-0: (b + b + K)-W; ZeRO-1: (b + b + K/DP)-¥; ZeRO-2: (b + (b + K)/DP)-W; ZeRO-3: (b + b + K)-¥/DP
bubble = (PP — 1) / (m + PP — 1)

where

DP, TP, PP data-, tensor-, pipeline-parallel sizes (4, 8, 2) K optimizer bytes per parameter: 12 (fp32 master 4 + Adam m 4
b v 4)

N model parameters (70B) m micro-batches per step (8)

v parameters held by one GPU before ZeRO GB 10° bytes; activations not included

b bytes per weight and per gradient (bf16 = 2 B)

® Why is tensor parallelism kept inside a node?

Each transformer layer needs 2 all-reduces of a full activation tensor in the forward pass and 2
in the backward pass, and the next matrix multiply waits for them: they are on the critical path
and hard to overlap. Over NVLink (= 450 GB/s per direction on H100) they cost a fraction of
the compute; over a 400 Gb/s NIC (50 GB/s) they cost more than the compute. So TP degree
< scale-up domain size (8 per HGX node, up to 72 on NVL72).
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® Overlap: hiding communication behind compute

Forward (compute)

Backward (compute)

All-reduce bucket 1 (last layers)
All-reduce bucket 2

All-reduce bucket 3 (first layers), exposed

Optimizer step

Exposed communication per step

FORMULA E = max(0, Tc - Tb)

WHERE = E = communication time no compute hides (GPU idle) (s)

= Tc = time of the step’s overlappable communication, e.g. the gradient all-reduce (s)

= Tb = compute time available to overlap it (backward pass after the first bucket is ready) (s)
WORKED Tc = 0.56

Tb = 0.3

E = max(0, 0.56 - 0.3)

E = 0.26 s idle per step

RESULT E = 0.26 s idle per step

READ IT 7B model, bf16 gradients over 400 Gb/s NICs, flat-ring worst case (sheet 00 example): 0.26 s of idle
GPU per step. Halving Tc (800 Gb/s NICs) or doubling Tb (larger micro-batch, more gradient
accumulation) brings E to 0.

MISTAKES = Overlap needs free SMs: NCCL kernels steal a few SMs, so overlapped compute itself slows by a few
%
= Gradient accumulation divides sync frequency: all-reduce once per k micro-batches
= Tensor-parallel traffic is not in Tc: it blocks the next layer

Overlap DDP buckets, FSDP prefetch of the next layer’'s weights, async pipeline send/recv

Place by bandwidth TP and EP inside the scale-up domain, DP and PP across it; topology-aware
scheduling (sheet 03)

Go hierarchical reduce inside the node over NVLink, then across nodes: 8x fewer bytes per NIC

@ Send fewer bytes bfl6 or fp8 communication, gradient accumulation, larger batches per sync,
low-communication methods (sheet 09)

Buy bandwidth 800 Gb/s NICs, bigger NVLink domains, in-network reduction (SHARP)

A 70B dense model (h = 8,192, L = 80 layers) trains with TP = 8, micro-batch m

=1, s = 4,096 tokens, bfl16. Compare tensor-parallel traffic time over NVLink

and over one 400 Gb/s NIC per GPU with the compute time per micro-batch (H100,

989 TFLOP/s bfl16 dense, 40 % MFU).

Given: Message S_TP =m X s X h X b=1 X 4,096 X 8,192 X 2 B & 67 MB; 4 all-reduces per layer
(2 forward, 2 backward); ring bytes per GPU = 2(t — 1)/t X S_TP; Compute FLOPs per GPU =6 X N
X tokens +— t; N = 70 X 10° parameters

° (Step 1: Bytes per all-reduce per GPU? )

2 X 7/8 X 67 MB =~ 117 MB
ring factor 1.75 for t = 8

)@

° (Step 2: Per micro-batch, all layers? )

117 MB X 4 X 80 = 37.6 GB
4 all-reduces per layer

)@

° (Step 3: Time over NVLink (450 GB/s each way)? )

37.6 = 450 = 0.084 s
H100 NVLink 4: 900 GB/s total

)@

° (Step 4: Time over one NIC (50 GB/s)? )

37.6 + 50 ~ 0.75 s
400 Gb/s + 8

)@

° (Step 5: Compute per micro-batch per GPU? )

6 X 70e9 X 4,096 = 8 =X 2.15e14 FLOP; - (989e12 X 0.4) = 0.54 s
6N FLOPs per token, split over 8 GPUs

)@

° (Step 6: Compare? )

NVLink: 0.084 / 0.54 ~ 16 %; NIC: 0.75 / 0.54 =~ 140 %
communication-to-computation ratio

)@

Over NVLink, TP costs =~ 16 % of compute (acceptable, partly hideable);

across nodes it would cost =~ 1.4x the compute: the job becomes

network-bound. Keep TP inside the scale-up domain.

Check: Latency (4 X 80 X 2 X 7 steps X afew us & 10 ms) is small next to the bandwidth term
here
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[ Check and recap

Statement

1.

FSDP (ZeRO-3) moves about 1.5 the bytes of plain DDP

> Two all-gathers of weights plus one reduce-scatter of gradients vs one all-reduce (=
reduce-scatter + all-gather)

False

D Bytes per GPU per step for DDP with U parameters in bf16 over p GPUs?
O 2(p - 1)/p x 2V bytes ~ 4V bytes for large p.

Why does FSDP move about 1.5x DDP’s bytes?

o All-gather weights in forward and again in backward plus a reduce-scatter of gradients = 3

half-all-reduces.

2. Pipeline parallelism needs the most bandwidth of all strategies D . R
o ) ) ) How many all-reduces per transformer layer in Megatron tensor parallelism?
— It sends one activation tensor per micro-batch per boundary: the lightest, which is why PP B B i
spans nodes @ Two in the forward pass (attention, MLP) and two in the backward pass.
3. Gradient accumulation over 4 micro-batches divides DP traffic per sample by 4
s @i ame Syndientss enes ey asammlics) sieE @ Which parallelism is the lightest on the network and usually spans nodes?
4. MoE all-to-all is mostly bandwidth-bound and insensitive to latency O Pipeline parallelism: one activation tensor per micro-batch per stage boundary.

» Many small per-peer messages make it latency- and incast-sensitive, worse with many experts
across nodes

€3 Exposed communication formula?

5. NVLink 900 GB/s on H100 means 900 GB/s in each direction © E = max(0, Tc - Tb): communication time minus the compute that overlaps it.

O 0O

— 900 GB/s is the bidirectional total: 450 GB/s each way.

3@ TP = 8 traffic of a 70B model (s = 4,096, m = 1) per micro-batch per GPU?
@ ~ 37.6 GB: 0.084 s over NVLink, 0.75 s over a 400 Gb/s NIC.
Remember Two collectives of an MoE layer and their names?

Bandwidth need: TP ~ EP > CP > DP/FSDP > PP @ All-to-all dispatch (tokens to experts) and all-to-all combine (results back).

place them from the fastest fabric outward

L\

/[ : N\
L 3 \

Only off-critical-path traffic can hide

3 First lever when communication is exposed?
DP/FSDP overlap, TP mostly cannot

@ Overlap it (buckets, prefetch), then place by bandwidth, then go hierarchical.
E = max(0, Tc — Tb)

exposed communication idles GPUs

@ Default PyTorch DDP bucket size?
© 25 MB (bucket_cap_mb).

Hierarchy and accumulation cut bytes
NVLink first, sync less often

Scale-up =~ 10X scale-out
450-900 vs 50-100 GB/s per GPU

top = keep this if you keep nothing else
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